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1 Introduction

In this work, three branch predictors are considered in the attempt to find inno-
vative ways to tackle the branch prediction problem. We study the performance
of the following branch predictors:

e GShare
e AlphaX
e Perceptron based

The GShare and the AlphaX predictors are based on existing techniques. The
third predictor is a perceptron based technique and it extends extends the work
of Jimenez and Lin [1].

The Simplescalar [2] simulation system (version 3.0) was used as the exper-
imental platform for this work.

2 Memory Constraints

To ensure fair competition, each branch predictor is assigned a fixed amount
of memory, M, in which it stores its data structures. Five values for M were
considered:

e 4 Kb
e 8 Kb
e 16 Kb
32 Kb

e 64 Kb
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Figure 1: The GShare predictor.

3 Branch Predictor 1: GShare

The first branch prediction scheme is not designed to break any performance
barriers. It serves as a baseline against which more complicated schemes can be
compared. The GShare [3] scheme has two parameters associated with it:

e a: number of bits taken from the program counter.
e g: number of bits taken from the global branch history.

A table of 2-bit saturating counters is maintained. An index into the table is
computed by XORing a bits of the program counter with g bits of the global
branch history. During the experiments, it was discovered that the best perfor-
mance is obtained when g is set equal to a.

When a = g, the memory requirements for GShare is given by:

m = 201 = 29+1 (1)

4 Branch Predictor 2: AlphaX

The AlphaX predictor is based on the predictor used in the DEC Alpha 21264.
The Alpha’s predictor was designed from the ground up to use 4 Kb of memory.
An index into a local history table was computed using 10 bits from the PC. Each
local history table keeps track of the last 10 local branches. This information
then serves as an index into a table of 1024 saturation counters. The Alpha
uses a 3-bit saturation counter to keep track of local branch behaviour. In
addition to the local prediction, a global predictor was also used. The global
predictor was indexed using 12 bits of global branch history. Each entry in
the global table was a 2-bit saturation counter. Finally, a selection table was
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Figure 2: The AlphaX predictor.

used to determine whether the output of the predictor is based on the local or
the global predictors. The selection table was indexed using 12 global branch
history bits and it contained 2-bit saturating counters.

In order to use the larger memory sizes that will be available to the predictors
during the experiments, the scheme used in the Alpha is extended so that it is
scalable. The result of this extension is the AlphaX predictor illustrated in
Figure 2. As in the predictor used in the Alpha 21264, [ = 10 and g = 12.
When accessing the local saturating counters, ac bits from the PC are appended
(indicated by the || operator) to the 10 local history bits to form the index.
Similarly, when accessing the global or the selection saturating counters, ag bits
from the PC are appended to the 12 global history bits.

With I = 10 and g = 12, the memory requirements for AlphaX is given by:

m = 10-2°" + 3076 - 2°° + 16384 - 2%9 (2)



Figure 3: Perceptron structure.

5 Branch Predictor 3: Perceptron Based

5.1 An introduction to perceptrons

Figure 3 illustrates the structure of the perceptron used in the experiments. A
perceptron can learn any linearly separable function of its inputs. The n + 1
inputs and the single output are values from the set {—1,1}. Input 4, serves
as a “bias” input and has a constant value of 1. The activation level, a, of the
perceptron is given by:

a=wp+ Z LWk (3)
k=1

Using the activation level, the output, o, can be calculated as follows:
1 ifa>0
0= { —1 otherwise )

The weights, wy, are initially 0 but change as the perceptron is trained. In
order to train the perceptron, an expected output e is associated with each set
of inputs. After the output o has been computed, the perceptron is trained by
adjusting each weight wy by Awy,. The adjustment, Awy, is given by:

[ ige if|a|]<toro#e
Awg = { 0  otherwise (5)

That is, the weights are adjusted if the activation level of the perceptron is
below some threshold value, ¢, or if the computed output, o, does not match the
expected output, e.

As an example, consider the problem of training a perceptron to compute
the AND function of two variables i; and i2. Table 1 illustrates the changes to



11 i 0 e | wr | we | wy
-1 -1 1] -1 1 1] -1
-1 1| -1] -1 2 0] -2

1|-1 1| -1 1 1] -3

1 1] -1 1 2 2| -2

Table 1: A perceptron learning to compute the AND function.

the weights as four different input-output pairs are applied. Initially the weights
are all 0. For simplicity, it is assumed that the threshold value, ¢, is inifinite.
The weights indicated in each row are the result of the training process given
the inputs and the expected output specified in the same row. Given the final
set of weights in Table 1, it easy to verify that the perceptron computes the
right set of output values for all possible values of 7; and io.

It is quite natural to use a perceptron as a branch predictor — the inputs to
the perceptron and outputs from the perceptron are binary values. For example,
the global branch history at the time the prediction is requested can be used as
an input to the perceptron. The perceptron’s output is used as a taken or not
taken flag. Training occurs when the true direction of the branch is determined.

The perceptron based approach is more flexible than designs based on sat-
urating counters. A perceptron can learn any linearly separable function of its
inputs. The inputs to the perceptron may come from sources that are quite dif-
ferent. For example, a sophisticated perceptron based predictor may use both
branch history as well as value history to perform its predictions.

5.2 A perceptron based predictor

A perceptron based approach to branch prediction was first considered in [1].
This work explored the behaviour of a perceptron based predictor that used
global history as its sole source of input.

The perceptron based predictor that is used in our experiments is illustrated
in Figure 4. The table of perceptrons is indexed using a bits from the PC.
Inputs to the perceptron come from three different sources:

e Global history supplies g bits of input.
e Local history supplies [ bits of input.
e Difference history supplies d bits of input.

While local and global history are usually found in most predictors, the use of
difference history is relatively new [4]. We define difference history in a slightly
different way to make it suitable for use in a perceptron. Before examining the
method used to generate the branch history, an examination of Simplescalar’s
conditional branch instructions is necessary. Simplescalar defines 8 conditional
branch instructions:



e beq s, t, j: branch to j if s = t.

e bne s, t, j: branch to j if s # .

e blez s, j: branch to j if s <O0.

e bgtz s, j: branch to j if s > 0.

e Dltz s, j: branch to j if s < 0.

e bgez s, j: branch to j if s > 0.

e bclt j: branch to j if floating point condition is true.
e bclf j: branch to j if floating point condition is false.

When a beg or a bne instruction is encountered, the difference is defined to be
s — t. If the instruction is blez, bgtz, bltz or bgez then the difference is s. The
difference is 0 if the instruction is bc1t or belf. These difference values are still
quite large — they can be as large as 32 bits. To compress this 32 bit value
down to a manageable size, the lower d—1 bits (recall that the difference history
is d bits) of the difference is used. When registers are used as counters, they
often count from a negative number into a positive one or vice versa. When the
counter crosses the negative/positive boundary, a branch is usually taken. In
order to capture these effects, an additional bit is appended to the d — 1 bits
obtained from the difference value. This bit is set to a one if the upper 32—d+1
bits are all ones or zeros. It is set to a zero otherwise.

If a w-bit integer is used to store each perceptron weight then the memory
requirements of the perceptron scheme is given by:

m=(10+d)-2°+(l+g+d+1) w-2° (6)

6 Test Input

The spec95 integer benchmark serves as the test input. Table 2 provides a
summary of the parameters that were used for each program. The first column,
specifies the name that is used to refer to the experiment described by the rows.

7 Results

The appendix provides a summary of the performance of each predictor as well
as a listing of the parameters that were used.

First, let us consider the performance of the perceptron based approach to
branch prediction. Figure 5 presents the performance of three perceptron based
approaches:

e Perceptron using global history only.
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Figure 4: The perceptron based predictor.
Name | Program Input Data Arguments
compress | compress inputl/test.in
gee ccl input4/ccep.i -quiet -funroll-loops
-fforce-mem -fcse-follow-jumps
-fcse-skip-blocks
-fexpensive-optimizations
-fstrength-reduce -fpeephole
-fschedule-insns -finline-functions
-fschedule-insns2 -o ccepi.s
go go inputl/2stone9.in 509
ijpeg ijpeg | input5/specmun.ppm -compression.quality 90
-compression.optimize_coding 0
-compression.smoothing factor 90
-difference.image 1
-difference.x_stride 10
-difference.y_stride 10
-verbose 1 -GO.findoptcomp
li li input3/test.lsp
perll perl input3/primes.pl
perl2 perl input2/scrabbl.pl

Table 2: Test programs, input data and arguments.




e Perceptron using both global and local histories.
e Perceptron using global, local and difference histories.

There is a dramatic improvement in prediction accuracy when local history is
added to a perceptron that uses global history alone. Although the addition of
difference history is beneficial, the performance improvement is not as dramatic.

How well does the perceptron based approach work compared to the other
schemes? Figure 6 suggests that a perceptron based approach that uses global,
local and difference histories is better than the other schemes for every memory
configuration. However, the performance advantage that the perceptron based
approach enjoys decreases as the memory allocated to the predictors is increased.
The performance improvement that the perceptron based predictor obtains over
the AlphaX predictor is presented in Figure 7.
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Figure 5: Comparing the accuracy of three approaches to perceptron based
branch prediction.
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Figure 6: Comparing the various approaches to branch prediction.

Program | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
compress | 92.69 | 92.88 | 93.20 | 93.30 | 93.32
gee | 92.78 | 94.14 | 95.31 | 96.09 | 96.66

go | 74.90 | 78.28 | 81.74 | 84.80 | 87.22

ijpeg | 90.85 | 91.35 | 91.62 | 91.87 | 92.07

li | 96.35 | 96.57 | 96.63 | 96.71 | 96.90

perll | 97.34 | 97.61 | 97.81 | 97.87 | 97.95
perl2 | 96.12 | 97.08 | 97.60 | 97.78 | 97.96
average | 90.72 | 91.76 | 92.70 | 93.43 | 94.02

Table 3: Performance of the GShare predictor.

Parameter | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
a 14 15 16 17 18
g 14 15 16 17 18

Table 4: Parameters used for the GShare predictor.
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to AlphaX.

Program | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
compress | 95.09 | 95.35 | 95.51 | 95.58 | 95.62
gee | 93.08 | 94.60 | 95.66 | 96.35 | 96.77
go | 76.39 | 79.46 | 82.53 | 85.09 | 87.08
ijpeg | 91.46 | 92.00 | 9244 | 92.76 | 92.99
li | 97.38 | 97.67 | 97.86 | 98.18 | 98.29
perll | 98.49 | 98.65 | 98.70 | 98.74 | 98.77
perl2 | 97.26 | 97.75 | 98.15 | 98.41 | 98.60
average | 91.88 | 92.88 | 93.74 | 94.42 | 94.91

Table 5: Performance of the AlphaX predictor.
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Parameter | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
ah 10 11 12 13 14

ac 0 1 2 3 4

ag 0 1 2 3 4

l 10 10 10 10 10

g 12 12 12 12 12

Table 6: Parameters used for the AlphaX predictor.

Program | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
compress | 92.90 | 92.95 | 93.26 | 93.53 | 93.54
gee | 93.90 | 95.07 | 96.15 | 96.88 | 97.62

go | 78.93 | 81.29 | 82.26 | 82.89 | 84.57

ijpeg | 91.16 | 91.33 | 91.66 | 91.96 | 92.02

li | 96.68 | 96.78 | 97.29 | 98.39 | 98.39

perll | 97.74 | 98.09 | 98.19 | 98.31 | 98.35
perl2 | 97.56 | 97.88 | 98.72 | 99.02 | 99.04
average | 91.87 | 92.57 | 93.18 | 93.72 | 94.14

Table 7: Performance of the perceptron predictor with global history.

Parameter | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
a 8 9 9 9 10

g 20 20 35 63 63

d 0 0 0 0 0

l 0 0 0 0 0

t 25 25 45 81 81

w 6 6 7 8 8

Table 8: Parameters used for the perceptron predictor with global history.

Program | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
compress | 94.70 | 95.13 | 95.14 | 95.20 | 95.21
gee | 93.78 | 94.97 | 96.21 | 97.10 | 97.76

go | 79.17 | 80.28 | 82.81 | 83.78 | 85.41

ijpeg | 91.85 | 92.26 | 9243 | 92.75 | 92.81

li | 96.86 | 97.81 | 97.87 | 98.57 | 98.71

perll | 98.21 | 98.55 | 98.69 | 98.74 | 98.79
perl2 | 97.49 | 98.88 | 99.00 | 99.25 | 99.26
average | 92.37 | 93.19 | 93.88 | 94.40 | 94.82

Table 9: Performance of the perceptron predictor with global and local history.
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Parameter | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
a 8 8 9 9 10
g 12 23 23 45 45
d 0 0 0 0 0
l 7 11 11 16 16
t 25 45 45 81 81
w 6 7 7 8 8

Table 10: Parameters used for the perceptron predictor with global and local
history.

Program | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
compress | 93.64 | 95.15 | 95.16 | 95.23 | 95.24
gee | 94.17 | 95.34 | 96.56 | 97.39 | 97.98

go | 79.81 | 80.88 | 83.31 | 84.35 | 85.90

ijpeg | 92.19 | 92.65 | 92.86 | 93.05 | 93.09

li | 96.73 | 97.76 | 97.81 | 98.72 | 98.76

perll | 98.52 | 98.84 | 98.97 | 99.09 | 99.13
perl2 | 97.73 | 99.06 | 99.18 | 99.35 | 99.36
average | 92.44 | 93.46 | 94.13 | 94.66 | 95.04

Table 11: Performance of the perceptron predictor with global, local and differ-
ence history.

Parameter | 4 Kb | 8 Kb | 16 Kb | 32 Kb | 64 Kb
a 8 8 9 9 10

g 12 23 23 45 45

d 3 3 3 7 7

l 4 8 8 9 9

t 25 45 45 81 81

w 6 7 7 8 8

Table 12: Parameters used for the perceptron predictor with global, local and
difference history.
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